Towards Steering without Sacrifice:
Principled Training of Steering Vectors for Prompt- Haiin weng, sianwei vint, xuhong zhang™
only Interventions

Background and Objective. Steering vectors (SVs) are lightweight tools for controlling model
behavior, but fine-tuned SVs are still awkward to deploy: the steering factor usually has to be searched
after training, and full-sequence intervention keeps perturbing the model during decoding. This paper
asks whether the factor can be learned together with the direction, and whether steering only (a
few) prompt tokens is enough to preserve control without sacrificing generation quality.

Ours: Prompt-only steering vector
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We establish a principled joint training framework for steering factors and directions based on neural
network scaling theory, eliminating the need for post-hoc hyperparameter tuning.

We introduce Prompt-Only SV (PrOSV), a novel intervention that restricts steering to a few prompt
tokens during prefill, significantly minimizing disruption to the model's generation process.
Experiments demonstrate that PrOSV achieves superior steering-utility tradeoffs, outperforming full-
sequence methods on AxBench while reducing inference overhead by 37x.

Intervention Location. A small p2+s2 prefix—suffix
intervention already gives the best tradeoff within our
search scope, suggesting that PrOSV does not need to
steer the full sequence to control concepts effectively.
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SV training with fixed unit factor
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SV inference with factor selection
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Steering Vector Intervention
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hidden states with factor «.
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h € R"™: hidden states
v € R": steering direction
o € R : steering factor
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Prompt-only Intervention

Intervene only on prefix and/or suffix
of prompts, following representation
fine-tuning.

For a prompt with m tokens, prefix
length p and suffix length s, we write
“p1+s2” as shorthand for p=1, s=2.
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AxBench Performance. PrOSV gives stronger
overall steering on AxBench, with PrOSV + SimPO
reaching the best balance of concept control and

G2B:L10 G9B:120 Q32B;L132 Method Dy Doy DS
Location O C O C O C Prompt 0.698* 1.075*
FSSV 065 097 086 1.17 093 1.27 Objective: Lang.
Full prompt 0.54 1.12 0.71 1.41 0.88 1.38 FSSV 0.6637  0.7887
Z] = 2 + Fixed unit factor*  0.072  0.024
P2 065 069 078 090 091 1.00 B —— 0736 0.821
$2 068 082 071 094 1.11 1.8 R =
pl+sl 067 079 091 1.12 1.10 1.4 L '
7| = 4 Objective: S1mPO
p4 059 063 0.73 085 094 097 FSSV (RePS) 0.756"  0.892¢
s4 069 083 077 103 1.08 1.24 + Joint training 0.769  0.886
p2+52 070 082 092 1.14 1.16 1.33 PrOSV 0.803  0.905
Z| = 8 B
p8 0.58 0.64 075 085 090 0.94 N 0.701 = 0.777
s8 0.61 085 074 112 092 124 DiffMean 0.297  0.322
pi+s4 0.69 0.85 0.89 1.09 1.13 130 SAE? — 0.546

Joint Training Sanity Check. We vary direction initialization size (A),

factor initialization size () and factor learning rate (n,).

Best results appear with moderate factor init scale and learning rate,

while init scales and learning rates that are too large/small would

degrade performance.
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(a) DB ESSV; A=1. (b) DLZB PrOSV; A=1.
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(f) DEE FSSV; A=8. (g) DE2; PrOSV; A=8.
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(h) DL9B FSSV; A=8. (i) DL"B PrOSV; A=8. (j) DZ,"; PrOSV; A\=8.

X-axis: factor initialization size;
Y-axis: factor learning rate;
First row: unit direction initialization;
Second row: larger unit direction initialization.
Yellow means higher concept scores and green otherwise.

Ours: Joint training of steering factor and direction
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Algorithm 1 Our scheme for joint training of SV factors
and directions.

input Training set D, direction learning rate 7, = O(— %),
factor learning rate 7, = ©(%), direction initialization
size A, factor initialization size (3, training steps 7', loss
function £(-)

output Steering factor ar, steering direction v
vo ~N(0, n"1,) {Toensure: vog = O(— i)}
ap « Bn'/?  {To ensure: oy = @(é)}

oo = Ant% vy ~ N(0, \n11,) t <0
while ¢ < T do
—— (x,y) ~D
Steering effectiveness \/ I, « ¢ (pq) (-|x; h « @(h; oy, Vt)) ,y)
Cross-concept scalability J {9, 98} < Adam({Vyly, Vole})
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(©) DS FSSV; A=1. (d) Dag; PrOSV; A=1. (e) D%y ; PrOSV; A=1.
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end while

Joint Training
Goal: To optimize steering factor a and direction v together.

The theoretical tool we use is “network scaling theory”, which studies
the impact of hyperparameters on learning dynamics in the infinite-
width limit, like y-Parameterization.

Stability: SV-intervened feature neither
explodes nor diminishes when model
width goes to infinity.

Y| + v =0

Aavi_1 =0,

a—1Avy =0,

(Aar)(Avy) = 0,
where Aoy = —10.95 1,

Av; = nvng—l

Efficiency (feature learning): Updates
to both SV factor and direction are also
stable.

Robustness—Utility Tradeoff. PrOSV keeps a stronger
balance under concept suppression attacks, with higher
benchmark accuracy than FSSV.
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Utility Preservation. PrOSV retains more benchmark
accuracy without weakening tinyGSM8K steering.

G2B; L10 GYB; L20 Q32B; L32
Method M G O M G O M G O
M: tinyMMLU Acc Vanilla 540 790 — 740 930 — 740 97.0 —

Prompt 53.7 61.0 1.03 62.1 88.6 1.33 63.8 934 1.47
Objective: Lang.

FSSV 415 10.7 0.66 542 8.6 0.64 41.1 6.6 0.75
PrOSV 529 50.5 0.36 554 684 049 58.4 782 1.04
Objective: SimPO
FSSV 378 5.6 0.70 413 42 0.75 39.2 69 0.90
PrOSV 513 50.3 0.39 56.2 66.8 0.58 59.2 79.2 1.08

G: tinyGSM8K Acc.
O: tinyGSMS8K Overall Score




